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We are going to use a dummy dataset that comes with R, so we can work with data but not have to deal with
uploading a .csv file. The dataset we are using is called iris, and includes measurements of 150 individual
flowers from 3 different iris species. Take a look at this dataset:
head(iris)

## Sepal.Length Sepal.Width Petal.Length Petal.Width Species
## 1 5.1 3.5 1.4 0.2 setosa
## 2 4.9 3.0 1.4 0.2 setosa
## 3 4.7 3.2 1.3 0.2 setosa
## 4 4.6 3.1 1.5 0.2 setosa
## 5 5.0 3.6 1.4 0.2 setosa
## 6 5.4 3.9 1.7 0.4 setosa
names(iris)

## [1] "Sepal.Length" "Sepal.Width" "Petal.Length" "Petal.Width"
## [5] "Species"
`?`(iris)

Data manipulation

Reformatting your dataset in R instead of Excel can save you a lot of time and will result in fewer mistakes
(like copy/paste mistakes in Excel).

There are data for 3 iris species in this dataset. To look at one column of data you need to specify the dataset
and the column, separated by $.
iris$Species

## [1] setosa setosa setosa setosa setosa setosa
## [7] setosa setosa setosa setosa setosa setosa
## [13] setosa setosa setosa setosa setosa setosa
## [19] setosa setosa setosa setosa setosa setosa
## [25] setosa setosa setosa setosa setosa setosa
## [31] setosa setosa setosa setosa setosa setosa
## [37] setosa setosa setosa setosa setosa setosa
## [43] setosa setosa setosa setosa setosa setosa
## [49] setosa setosa versicolor versicolor versicolor versicolor
## [55] versicolor versicolor versicolor versicolor versicolor versicolor
## [61] versicolor versicolor versicolor versicolor versicolor versicolor
## [67] versicolor versicolor versicolor versicolor versicolor versicolor
## [73] versicolor versicolor versicolor versicolor versicolor versicolor
## [79] versicolor versicolor versicolor versicolor versicolor versicolor
## [85] versicolor versicolor versicolor versicolor versicolor versicolor
## [91] versicolor versicolor versicolor versicolor versicolor versicolor
## [97] versicolor versicolor versicolor versicolor virginica virginica
## [103] virginica virginica virginica virginica virginica virginica
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## [109] virginica virginica virginica virginica virginica virginica
## [115] virginica virginica virginica virginica virginica virginica
## [121] virginica virginica virginica virginica virginica virginica
## [127] virginica virginica virginica virginica virginica virginica
## [133] virginica virginica virginica virginica virginica virginica
## [139] virginica virginica virginica virginica virginica virginica
## [145] virginica virginica virginica virginica virginica virginica
## Levels: setosa versicolor virginica

another handy function is “unique”

unique(iris$Species)

## [1] setosa versicolor virginica
## Levels: setosa versicolor virginica

Let’s say you wanted to work with only one species. This requires some knowledge of programming to do in
base R (a procedure called indexing). Luckily someone built a popular package that has functions to make
this fairly painless. Indroducing the package ‘dplyr’:
# install.packages('dplyr') #note that you must remove the # if
# you want to run this line of code.

Remember that even though you will have the package loaded to use at any time from now on, you need to
make the package active every time you open R (aka start a new session) and want to use the functions in
the package. We activate the package with the function ‘library’.
library(dplyr) #BTW, I wouldn't worry about warnings for now, it should work fine

## Warning: package 'dplyr' was built under R version 3.2.5

Subsetting datasets

The first function we want to use is called “filter”, which allow you to make a new dataset with a specific
subset of rows in the original dataset.

Note that when you use any of the functions in this package you don’t have to specify the dataset you are
working with using dataset$column. The correct syntax is to include the dataset’s name as the first argument
inside the parenthesis, and then it recognizes the column names! So convenient! Also, note that I will make a
note in the code about whether the function used in that line of code is in base R or a different package.
This will be denoted as: #{dplyr}
setosa_dat <- filter(iris, Species == "setosa") #{dplyr}

head(setosa_dat)

## Sepal.Length Sepal.Width Petal.Length Petal.Width Species
## 1 5.1 3.5 1.4 0.2 setosa
## 2 4.9 3.0 1.4 0.2 setosa
## 3 4.7 3.2 1.3 0.2 setosa
## 4 4.6 3.1 1.5 0.2 setosa
## 5 5.0 3.6 1.4 0.2 setosa
## 6 5.4 3.9 1.7 0.4 setosa
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tail(setosa_dat)

## Sepal.Length Sepal.Width Petal.Length Petal.Width Species
## 45 5.1 3.8 1.9 0.4 setosa
## 46 4.8 3.0 1.4 0.3 setosa
## 47 5.1 3.8 1.6 0.2 setosa
## 48 4.6 3.2 1.4 0.2 setosa
## 49 5.3 3.7 1.5 0.2 setosa
## 50 5.0 3.3 1.4 0.2 setosa

Now you have a dataset with only data associated with the setosa species, which you can easily use to make
graphs, run statistics or get means for variables associated with this species.

A similar function to filter that allows you to subset a dataset by columns is ‘select’. Let’s say you want to
remove the “Species” column now that it is not useful since every row is the same species! Here are two
options that do the same thing:
setosa_a <- select(setosa_dat, -Species) #{dplyr}

head(setosa_a)

## Sepal.Length Sepal.Width Petal.Length Petal.Width
## 1 5.1 3.5 1.4 0.2
## 2 4.9 3.0 1.4 0.2
## 3 4.7 3.2 1.3 0.2
## 4 4.6 3.1 1.5 0.2
## 5 5.0 3.6 1.4 0.2
## 6 5.4 3.9 1.7 0.4
setosa_b <- select(setosa_dat, Sepal.Length, Sepal.Width, Petal.Length,

Petal.Width)

head(setosa_b)

## Sepal.Length Sepal.Width Petal.Length Petal.Width
## 1 5.1 3.5 1.4 0.2
## 2 4.9 3.0 1.4 0.2
## 3 4.7 3.2 1.3 0.2
## 4 4.6 3.1 1.5 0.2
## 5 5.0 3.6 1.4 0.2
## 6 5.4 3.9 1.7 0.4

Calculate means by group (aka factor levels)

Now, in a new scenario, lets say you are actually interested in calculating the mean petal length for each
species separately. Instead of making a new dataframe for each species and then calculating means from 3
different dataframes we can use the “aggregate” function which is in base R (not the ‘dplyr’ package)
aggregate(Petal.Length ~ Species, iris, mean) #{base R}

## Species Petal.Length
## 1 setosa 1.462
## 2 versicolor 4.260
## 3 virginica 5.552

With Aggregate the first argument is the response variable (which needs to be numeric so a mean can be
calculated), then after the ~ is the column containing a factor that you want the outcome variable to be
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grouped by, then the name of the dataset you are using, then the function you want to operate on each subset
of data. Here is is written out again:

aggregate(response_variable ~ grouping_variable, dataset, function)

Reformatting data

The package tidyr includes two handy functions “gather” and “spread” to help you quickly manuever between
long and wide formats. Check it out what happens to the data format to see what I mean by long and wide.
# install.packages('tidyr')
library(tidyr)

Reformat data (wide format to long format)

Manuevering from wide to long is typically easier than long to wide. Use the function “gather” in the dplyr
package. Note that the 2nd argument is the name I made up for the grouping factor (the type of plant
measurment), and the 3rd argument is the name I’m giving the column where the numerical data will be
placed. The 4th argument specifies which columns to combine and the way I’ve done that with : is indicating
all columns between Sepal.Length and Petal.Width. Finally, factor_key = TRUE says treat the new grouping
variable (measurement) as a categorical variable (aka factor) and not as a character or numerical.
iris_long <- gather(iris, measurement, value, Sepal.Length:Petal.Width,

factor_key = TRUE)

head(iris_long)

## Species measurement value
## 1 setosa Sepal.Length 5.1
## 2 setosa Sepal.Length 4.9
## 3 setosa Sepal.Length 4.7
## 4 setosa Sepal.Length 4.6
## 5 setosa Sepal.Length 5.0
## 6 setosa Sepal.Length 5.4

Reformat data (long format to wide format)

iris_wide_try <- spread(iris_long, measurement, value)

## Error: Duplicate identifiers for rows (1, 2, 3, 4, 5, 6, 7, 8, 9, 10, 11, 12, 13, 14, 15, 16, 17, 18, 19, 20, 21, 22, 23, 24, 25, 26, 27, 28, 29, 30, 31, 32, 33, 34, 35, 36, 37, 38, 39, 40, 41, 42, 43, 44, 45, 46, 47, 48, 49, 50), (51, 52, 53, 54, 55, 56, 57, 58, 59, 60, 61, 62, 63, 64, 65, 66, 67, 68, 69, 70, 71, 72, 73, 74, 75, 76, 77, 78, 79, 80, 81, 82, 83, 84, 85, 86, 87, 88, 89, 90, 91, 92, 93, 94, 95, 96, 97, 98, 99, 100), (101, 102, 103, 104, 105, 106, 107, 108, 109, 110, 111, 112, 113, 114, 115, 116, 117, 118, 119, 120, 121, 122, 123, 124, 125, 126, 127, 128, 129, 130, 131, 132, 133, 134, 135, 136, 137, 138, 139, 140, 141, 142, 143, 144, 145, 146, 147, 148, 149, 150), (151, 152, 153, 154, 155, 156, 157, 158, 159, 160, 161, 162, 163, 164, 165, 166, 167, 168, 169, 170, 171, 172, 173, 174, 175, 176, 177, 178, 179, 180, 181, 182, 183, 184, 185, 186, 187, 188, 189, 190, 191, 192, 193, 194, 195, 196, 197, 198, 199, 200), (201, 202, 203, 204, 205, 206, 207, 208, 209, 210, 211, 212, 213, 214, 215, 216, 217, 218, 219, 220, 221, 222, 223, 224, 225, 226, 227, 228, 229, 230, 231, 232, 233, 234, 235, 236, 237, 238, 239, 240, 241, 242, 243, 244, 245, 246, 247, 248, 249, 250), (251, 252, 253, 254, 255, 256, 257, 258, 259, 260, 261, 262, 263, 264, 265, 266, 267, 268, 269, 270, 271, 272, 273, 274, 275, 276, 277, 278, 279, 280, 281, 282, 283, 284, 285, 286, 287, 288, 289, 290, 291, 292, 293, 294, 295, 296, 297, 298, 299, 300), (301, 302, 303, 304, 305, 306, 307, 308, 309, 310, 311, 312, 313, 314, 315, 316, 317, 318, 319, 320, 321, 322, 323, 324, 325, 326, 327, 328, 329, 330, 331, 332, 333, 334, 335, 336, 337, 338, 339, 340, 341, 342, 343, 344, 345, 346, 347, 348, 349, 350), (351, 352, 353, 354, 355, 356, 357, 358, 359, 360, 361, 362, 363, 364, 365, 366, 367, 368, 369, 370, 371, 372, 373, 374, 375, 376, 377, 378, 379, 380, 381, 382, 383, 384, 385, 386, 387, 388, 389, 390, 391, 392, 393, 394, 395, 396, 397, 398, 399, 400), (401, 402, 403, 404, 405, 406, 407, 408, 409, 410, 411, 412, 413, 414, 415, 416, 417, 418, 419, 420, 421, 422, 423, 424, 425, 426, 427, 428, 429, 430, 431, 432, 433, 434, 435, 436, 437, 438, 439, 440, 441, 442, 443, 444, 445, 446, 447, 448, 449, 450), (451, 452, 453, 454, 455, 456, 457, 458, 459, 460, 461, 462, 463, 464, 465, 466, 467, 468, 469, 470, 471, 472, 473, 474, 475, 476, 477, 478, 479, 480, 481, 482, 483, 484, 485, 486, 487, 488, 489, 490, 491, 492, 493, 494, 495, 496, 497, 498, 499, 500), (501, 502, 503, 504, 505, 506, 507, 508, 509, 510, 511, 512, 513, 514, 515, 516, 517, 518, 519, 520, 521, 522, 523, 524, 525, 526, 527, 528, 529, 530, 531, 532, 533, 534, 535, 536, 537, 538, 539, 540, 541, 542, 543, 544, 545, 546, 547, 548, 549, 550), (551, 552, 553, 554, 555, 556, 557, 558, 559, 560, 561, 562, 563, 564, 565, 566, 567, 568, 569, 570, 571, 572, 573, 574, 575, 576, 577, 578, 579, 580, 581, 582, 583, 584, 585, 586, 587, 588, 589, 590, 591, 592, 593, 594, 595, 596, 597, 598, 599, 600)

Arg! The error reads: “Error: Duplicate identifiers for rows. . . ” This didn’t work because there are multiple
rows/observations/flowers with exactly the same data (species name and numbers) and the function doesn’t
know to not worry about that and just repeat the row as a different line of data. This is a common problem
so I’m keeping it in the code here for you to reference. The simplest fix is to add a column with a unique
identifier for each flower within a species (50 samples each). Let’s just number all the flowers sampled as 1-50
using a function in the dpylr package called “mutate”.
iris_long <- mutate(iris_long, rep(1:50, times = 12))

head(iris_long)
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## Species measurement value rep(1:50, times = 12)
## 1 setosa Sepal.Length 5.1 1
## 2 setosa Sepal.Length 4.9 2
## 3 setosa Sepal.Length 4.7 3
## 4 setosa Sepal.Length 4.6 4
## 5 setosa Sepal.Length 5.0 5
## 6 setosa Sepal.Length 5.4 6
colnames(iris_long)[4] <- "index" #renaming column 4 to now be called index

head(iris_long)

## Species measurement value index
## 1 setosa Sepal.Length 5.1 1
## 2 setosa Sepal.Length 4.9 2
## 3 setosa Sepal.Length 4.7 3
## 4 setosa Sepal.Length 4.6 4
## 5 setosa Sepal.Length 5.0 5
## 6 setosa Sepal.Length 5.4 6
iris_wide <- spread(iris_long, measurement, value)

head(iris_wide)

## Species index Sepal.Length Sepal.Width Petal.Length Petal.Width
## 1 setosa 1 5.1 3.5 1.4 0.2
## 2 setosa 2 4.9 3.0 1.4 0.2
## 3 setosa 3 4.7 3.2 1.3 0.2
## 4 setosa 4 4.6 3.1 1.5 0.2
## 5 setosa 5 5.0 3.6 1.4 0.2
## 6 setosa 6 5.4 3.9 1.7 0.4

GRAPHING BOXPLOTS

plot(iris$Species, iris$Petal.Length) #{base R} #is the same as...

boxplot(iris$Petal.Length ~ iris$Species)

5



setosa versicolor virginica

1
2

3
4

5
6

7

Add color ar-
gument “col”. You can specify colors by their text names or by numbers that code the color. If you use the
text names you have to use quotation marks around the text, but you never need to use quotation marks
with numbers. For example col = “blue” is the same as col = 4. If you have multiple categories for which
you want each bar to be a different color you have to make a list of the colors, as shown below. Alternatively
you can use pre-made palettes with sets of colors. Here is a helpful cheatsheet about R colors, and if you
don’t like this one there are other resources Online: R colors by NCEAS
plot(iris$Species, iris$Petal.Length, col = "blue")

setosa versicolor virginica
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3
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5
6

7

plot(iris$Species, iris$Petal.Length, col = c("black", "red", "green"))
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Change axes
labels
plot(iris$Species, iris$Petal.Length, col = c("black", "red", "green"),

ylab = "Petal width (cm)", xlab = "Petal Length (cm)")

setosa versicolor virginica

1
2

3
4

5
6

7

Petal Length (cm)

P
et

al
 w

id
th

 (
cm

)

Add a
title
plot(iris$Species, iris$Petal.Length, col = c("black", "red", "green"),

ylab = "Petal width (cm)", xlab = "Petal Length (cm)", main = "Relationship of petal dimensions")
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But
sometimes your title can be too long. . .
plot(iris$Species, iris$Petal.Length, col = c("black", "red", "green"),

ylab = "Petal width (cm)", xlab = "Petal Length (cm)", main = "Relationship of petal dimensions for three iris species")
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The ti-
tle doesn’t fit! Here is a trick: you can add backslash + “n” inside the text to add a break.
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plot(iris$Species, iris$Petal.Length, col = c("black", "red", "green"),
ylab = "Petal width (cm)", xlab = "Petal Length (cm)", main = "Relationship of petal dimensions \n for three iris species")
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Add a
legend. Note that you first make the plot and then run a the line of code with the function “legend()”. Note
that to specify the variables included in the legend you can list them like this using the argument “legend”
within the function “legend”.

legend=c(“setosa”, “versicolor”,“virginica”)

or do this:

legend = levels(iris$Species)

Also, note that the argument “cex” changes the size of the legend.
plot(iris$Species, iris$Petal.Length, col = c("black", "red", "green"),

pch = 20, ylab = "Petal width (cm)", xlab = "Petal Length (cm)",
main = "Relationship of petal dimensions")

legend(x = "topleft", legend = c("setosa", "versicolor", "virginica"),
pch = 20, col = c("black", "red", "green"))
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setosa
versicolor
virginica

plot(iris$Species, iris$Petal.Length, col = c("black", "red", "green"),
pch = 20, ylab = "Petal width (cm)", xlab = "Petal Length (cm)",
main = "Relationship of petal dimensions")

legend(x = "topleft", legend = c("setosa", "versicolor", "virginica"),
pch = 20, col = c("black", "red", "green"), cex = 2)
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Bar graph with standard error bars

Bar graphs are actually a little tricky to make in base R because there is no function to calculate standard
error (SE) of each group/bar which is needed to make the SE bars. I don’t know why, maybe to deter users
from making bargraphs. The easiest way I’ve found to do this without getting too fancy with programming
is to use a package that has a function for calculating SE and using it with a special plotting function
(error.bars) that conveniently uses the same syntax as ‘plot’ in base R.
# install.packages('psych')
library(psych)

let’s make a different graph that just compares petal widths and and petal lengths across all species. As far
as I can tell the ‘error.bars’ plotting function in this package will make a graph where each column in your
dataset will be turned into a bar in the graph, so first we need to subset our data to use a dataset that only
includes Petal.Length and Petal.width. How would you do this?
graph_df <- select(iris, Petal.Length, Petal.Width) #{dplyr}

error.bars(graph_df, bars = TRUE, main = "My graph", ylab = "Frequency",
xlab = "Petal measurements", col = c("red", "blue")) #{psych}

My graph
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error.bars(iris, bars = TRUE)
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95% confidence limits
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# here is what it looks like if you use all the data in iris!

T-test

Tests whether two groups of data are statistically different from eachother (compares means and the range of
data)

Unpaired two-sample t-test t.test(treatment2,treatment1)

Paired two-sample t-test t.test(treatment2,treatment1, paired=TRUE)

When would you want to include that samples are paired?

What data in the iris dataset could we use a t-test on?

You will probably interpret the t-test based on the reported p-value and make sure to look at the means or
graph the data to determin which group is large if the p-value is <0.05. The test may not tell you which group
is larger, only that they are significanly different. This is because the default test is a standard two-tailed
or two-sample t-test (as shown in the title of the output). If you are hypothesizing that your data are
significantly larger than some known value then you’ll want a different type of t-test (called one-tailed t-test).
Let’s look at the data we are going to use to run a t-test and then run the test. Note that the two groups
you are comparing should be columns (of the same kind of data, e.g. measurment in cm) in your dataset.
head(iris)

## Sepal.Length Sepal.Width Petal.Length Petal.Width Species
## 1 5.1 3.5 1.4 0.2 setosa
## 2 4.9 3.0 1.4 0.2 setosa
## 3 4.7 3.2 1.3 0.2 setosa
## 4 4.6 3.1 1.5 0.2 setosa
## 5 5.0 3.6 1.4 0.2 setosa
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## 6 5.4 3.9 1.7 0.4 setosa
boxplot(iris$Petal.Width, iris$Petal.Length)
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t.test(iris$Petal.Width, iris$Petal.Length)

##
## Welch Two Sample t-test
##
## data: iris$Petal.Width and iris$Petal.Length
## t = -16.297, df = 202.69, p-value < 2.2e-16
## alternative hypothesis: true difference in means is not equal to 0
## 95 percent confidence interval:
## -2.868227 -2.249107
## sample estimates:
## mean of x mean of y
## 1.199333 3.758000

ANOVA

Test whether at least one group is statistically different from the rest (compares means and the range of
data). ANOVA is an acronym for Analysis of Variance.

aov(dependent variable, independent variable)

Note that this format/syntax is different from the t-test. With an ANOVA, the aov function expects that the
indepentdent variable will be a column containing groups you want to compare (the groups are factors and
not numerical), while the dependent variable are your measurments. Run summary on the model you create
to get the basic statistics (namely the p-value) for the model.
mod_anova <- aov(iris$Petal.Length ~ iris$Species)
summary(mod_anova)

## Df Sum Sq Mean Sq F value Pr(>F)
## iris$Species 2 437.1 218.55 1180 <2e-16 ***
## Residuals 147 27.2 0.19
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## ---
## Signif. codes: 0 '***' 0.001 '**' 0.01 '*' 0.05 '.' 0.1 ' ' 1

Tukey Test

This test is only done following an ANOVA if the test detmined that at least one group is significantly
different from the others. The Tukey Honestly significant Differences test compares every possible set of
groups (aka all pair-wise combinations) and determines which are significantly different. Note that the math
is slightly different from running a bunch of T-tests, because of how it deals with degrees of freedom. To be
overly simplistic, it is more appropriate than a bunch of T-tests because it is more conservative.
Tukey_mod <- TukeyHSD(mod_anova) #{base R}
Tukey_mod

## Tukey multiple comparisons of means
## 95% family-wise confidence level
##
## Fit: aov(formula = iris$Petal.Length ~ iris$Species)
##
## $`iris$Species`
## diff lwr upr p adj
## versicolor-setosa 2.798 2.59422 3.00178 0
## virginica-setosa 4.090 3.88622 4.29378 0
## virginica-versicolor 1.292 1.08822 1.49578 0

The output statistics reported for this test are ‘diff’ which is the difference in the observed means, ‘lwr’ giving
the lower end point of the interval, ‘upr’ giving the upper end point and ‘p adj’ giving the p-value after
adjustment for the multiple comparisons.

You can also visualize the differences by plotting the model!
plot(Tukey_mod)
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Differences in mean levels of iris$Species Note that we
have ignored the possibility of an ‘interaction’ (that’s a statistical term btw) between independent variables
due to lack of time. This is an important thing to ask your mentor about/researching.

SCATTERPLOTS

First lets look at the whole dataset in graphic form. Note that when using the plot function, the first argument
is the independent variable that will be placed on the x axis and the second argument is the dependent
variable which is put on the y axis.
plot(iris$Petal.Length, iris$Petal.Width) #why did R return a scatterplot?
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Let’s
make it pretty with aruments you’ve seen before
plot(iris$Petal.Length, iris$Petal.Width, col = iris$Species, ylab = "Petal Width (cm)",

xlab = "Petal Length (cm)")
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Change the shape of the data “points” using the “pch” argument, and the size of the points using
“cex”
plot(iris$Petal.Length, iris$Petal.Width, col = iris$Species, ylab = "Petal Width (cm)",

xlab = "Petal Length (cm)", pch = 20)
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plot(iris$Petal.Length, iris$Petal.Width, col = iris$Species, ylab = "Petal Width (cm)",
xlab = "Petal Length (cm)", pch = 20, cex = 2)
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Side
note: You can have some fun specifying the point types.

Look up “unicode” to make new symbols (the -0 infront tells is it’s this type of unicode symbol). Sorry, these
won’t print into this pdf version of this script. You’ll have to run the code to see them.
plot(iris$Petal.Length, iris$Petal.Width, col = iris$Species, pch = -9829)
plot(iris$Petal.Length, iris$Petal.Width, col = iris$Species, pch = -9794)
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LINEAR REGRESSION

“lm” is the basic function to test for a relationship between two continuous variables.

The function called “summary” will return the important statistics you need to interpret the strength of
the relationship between your independend and dependent variables. Note that you will want to interpret
this test using both the p-value and R squared value. the “summary” function reports 2 different ways of
calulating R squared. They should be similar.
lm(iris$Petal.Width ~ iris$Petal.Length) #runs the test {base R}

##
## Call:
## lm(formula = iris$Petal.Width ~ iris$Petal.Length)
##
## Coefficients:
## (Intercept) iris$Petal.Length
## -0.3631 0.4158
model1 <- lm(iris$Petal.Width ~ iris$Petal.Length) #saves the test statistics
summary(model1)

##
## Call:
## lm(formula = iris$Petal.Width ~ iris$Petal.Length)
##
## Residuals:
## Min 1Q Median 3Q Max
## -0.56515 -0.12358 -0.01898 0.13288 0.64272
##
## Coefficients:
## Estimate Std. Error t value Pr(>|t|)
## (Intercept) -0.363076 0.039762 -9.131 4.7e-16 ***
## iris$Petal.Length 0.415755 0.009582 43.387 < 2e-16 ***
## ---
## Signif. codes: 0 '***' 0.001 '**' 0.01 '*' 0.05 '.' 0.1 ' ' 1
##
## Residual standard error: 0.2065 on 148 degrees of freedom
## Multiple R-squared: 0.9271, Adjusted R-squared: 0.9266
## F-statistic: 1882 on 1 and 148 DF, p-value: < 2.2e-16

The p-value is smaller than R can report back accurately (< 2e-16), and the R-squared is 0.93

Now you can add a line of best fit/trendline/slope to your graph which is nice to show if there is a significant
relationship between your variables since this is what the model represents (how well your data fit a non-
horizontal line). Note that you have to use the name of your model from the linear regression test to make a
trendline in base R because it uses the y = mx + b estimates that are saved (hidden) with the model you
create.
plot(iris$Petal.Length, iris$Petal.Width, col = iris$Species, pch = 20,

ylab = "Petal width (cm)", xlab = "Petal Length (cm)", main = "Relationship of petal dimensions")
abline(model1)
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